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Filtering with General 2D Kernels on LOGIC Devices, Inc.'s LF33xx Family of Devices

Introduction

This application note describes the use of the LF33xx (HV Filter) family of devices to achieve filtering with arbitrary two dimensional filtering kernels.  The LF33xx family of devices is designed to perform dimensionally separate filtering (row/column) or orthogonal kernel filtering (which is a degenerate case of dimensionally separate filtering) along orthogonal axes (horizontal direction and vertical direction).  

As will be presented here, it is possible to design an arbitrary two dimensional (2D) filter and then separate the kernel dimensionally into a sum of  orthogonal one dimensional (1D) filter coefficient sets.  This is accomplished with the use of either an eigenvalue expansion of the 2D kernel or with the use of the Singular Value Decomposition (preferred method) [Lu et al, 1990].

In this note, the use of the Singular Value Decomposition (SVD) in separating 2D kernels into sums of 1D outer products so that the sum can be run in parallel or serial configurations on a multiplicity of LF33xx devices is discussed.  Following relevant mathematical discussion, an example design is presented.

2D FIR Kernel Design  - A Brief Review

Myriad techniques exist for the design of 2D FIR filter kernels.  Consult [Lim, 1990] for more details.  Two popular techniques are the window method and the frequency transformation (or McClellan transformation) method.  There are also various proposed optimal least squares type methods [Lodge and Fahmy, 1980].  The techniques range from fairly simple to quite complex.  It is only necessary to discuss one specific 2D FIR filter kernel design technique in order to illustrate the principles here.  The window method is chosen here to illustrate the technique.

The window method is a takeoff from the 1D case [Lim, 1990].  That is, a desired frequency response, Hd (), is specified in the ideal case and then a smooth window (e.g. Hamming, Blackman-Harris, etc.) is applied to the 2D ideal frequency response









    

 (1)

where * is the convolution operator and 

 is the frequency response of the chosen window function.  The 2D filter kernel must of course be respecified in the spatial domain if spatial domain filters are to be used.  This leads to a spatial specification as












 (2)

where 

 is the desired 2D filter kernel, 

is the spatial function of the desired filter response and 

 is the spatial specification of the window.  The 2D window function is easily computed from a 1D window function as an outer product, w(n1)w(n2), where w is identical in n1 and n2.  Some of the simpler and most common windows used are tabulated in Table 1 for 

 [Proakis and Manolakis, 1992].

Table 1:  1D Window Functions
	Window Name
	w(n), 



	Bartlett (triangular)
	



	Blackman-Harris
	



	Hamming
	



	Hanning
	




Kernel Separation via Orthogonal Decomposition

It is fairly well known that an arbitrary 2D function can be decomposed into a sum of outer products of 1D orthogonal functions [Lu, et al, 1990].  This is represented as






  





(3)

where h(n1,n2) is the 2D kernel function and hk1(n1) and hk2(n2) are orthogonal 1D kernel sequences. 

The 2D filter kernel is separated most generally with the use of the Singular Value Decomposition (SVD) [Klemma and Laub, 1980].  The SVD of an arbitrary real matrix, Xm x n, is compactly represented as
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where Um x m and Vn x n  are orthonormal such that 






        



      (5)

and






      
     


   (6)

and m x n is a diagonal matrix of singular values whos rank (which is equivalent to the number of non-zero diagonal elements) determines P in the sum of (3).  A shorthand notation is often used for  so that whenever m < n,



.








     (7)

The separation of the 2D kernel, H, into the 1D kernel sequences, hk1 and hk2 (k = 1, 2, … P) is accomplished by the extraction of m columns of U and V once the SVD has been computed on the 2D filter kernel, H, according to (4).  This suggests the following design steps:

1. Choose a 2D filter kernel design method and design the kernel, H
2. Apply the SVD to H according to (4) so that H = UVT
3. Determine the 2D kernel rank (P = the number of non-zero I)

4. Extract P columns from U into hk1 sequences for the horizontal/row filters

5. Extract P columns from V into hk2 sequences for the vertical/column filters

First it should be noted that since U and V are orthonormal, the 1D sequences are already orthonormalized.  The square root of the energy has been removed into i.  It should also be noted that various approximations to the filter H can be achieved by taking P' < P.  This can provide a very useful approximation since a very large subclass of 2D filters fit into P = 2 space.  P = 2 space is sufficient to represent most two-fold and four-fold symmetry constraints.

Filter Coefficient Design Example Using Matlab®
In this section, Matlab®  [Thompson and Shure, 1995] is used to perform the various calculations necessary to completely specify a 2D filter in terms of 1D coefficient sets.  In keeping with the steps listed above, a 2D filter kernel is first designed using a 2D filter design technique.

Step 1:  Design a 2D FIR Filter Using the 2D Window Method

order=15;



%
Choose filter order (15 x 15)  
cutoff=.3;


%
Choose cutoff frequency (1=Nyquist)  
[f1,f2] = freqspace(order,'meshgrid');
% Generate freq  
d = find(f1.^2+f2.^2 < cutoff^2);



% mesh for Hd  
Hd = zeros(order);


% Init Hd to zeros  
Hd(d) = ones(size(d));
% Put in frequency response  
w=hamming(order);



% Use hamming window to specify  
h = fwind2(Hd,w*w');

% 2D filter design window method  
mesh(h);
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Figure 1:  2D FIR Filter Kernel Designed by 2D (Hamming) Window Method
It may not be apparent from the examination of the mesh  in Figure 1 what the rank of H might be.  Recall from the discussion above that the rank of the matrix will exactly determine P.  Occassionally the rank of H can be predicted based on careful examination of the contour of H.  The contour of H is shown in Figure 2 below where it can be seen that four-fold symmetry is present.  When this type of symmetry condition exists a second order separation can almost surely be predicted.
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Figure 2:  Contour of 2D FIR Filter Kernel H
The Matlab® program incorporates a rank command which reveals that P = rank(H) = 2.  This can also be seen from the SVD of H as shown in Step 2, next.

Step 2:  Compute the SVD of H

[U,S,V]=svd(h);  

Step 3:  Determine the Rank of H from 
diag(S)  

ans =

    
0.2546

    
0.0220

    
0.0000

    
0.0000

    
0.0000

    
0.0000

    
0.0000

    
0.0000

    
0.0000

    
0.0000

    
0.0000

    
0.0000

    
0.0000

    
0.0000

    
0.0000  

The diagonal of  has only two non-zero elements (0.2546 and 0.0220).  This also determines the rank of H as two.  

Step 4:  Extract P = 2 Columns from U
U(:,1:2)  

ans =

    0.0036    0.0590

   -0.0032    0.0366

   -0.0245   -0.0835

   -0.0350   -0.3313

    0.0433   -0.4899

    0.2511   -0.3310

    0.4976    0.0387

    0.6094    0.2341

    0.4976    0.0387

    0.2511   -0.3310

    0.0433   -0.4899

   -0.0350   -0.3313

   -0.0245   -0.0835

   -0.0032    0.0366

    0.0036    0.0590  

The coeficients for the horizontal filter are contained in these first two columns of U, however, somewhere in the coefficient sets, the appropriate gain terms (0.2546 and 0.0220) must be applied.  Either U or V (or both when square-rooted) can contain these terms.  If they are applied to U, the result is:

[S(1,1)*U(:,1) S(2,2)*U(:,2)]

ans =

  
  0.0009    0.0013

  
 -0.0008    0.0008

  
 -0.0062   -0.0018

  
 -0.0089   -0.0073

  
  0.0110   -0.0108

  
  0.0639   -0.0073

  
  0.1267    0.0009

  
  0.1551    0.0051

  
  0.1267    0.0009

  
  0.0639   -0.0073

  
  0.0110   -0.0108

  
 -0.0089   -0.0073

  
 -0.0062   -0.0018

  
 -0.0008    0.0008

  
  0.0009    0.0013  

These two coefficient sets are shown in the plots of Figure 3, below.

h11=S(1,1)*U(:,1);h12=S(2,2)*U(:,2);  

subplot(2,1,1), stem(h11), subplot(2,1,2),stem(h12);  
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Figure 3:  Normalized Horizontal Coefficients

Of course, these coefficients should be appropiately quantized for the target DSP device.  The LF33xx family of devices can use 12 bit 2's complement format for the coefficients and the data.  This implies the quantizations shown below:

h11q=round(h11*2^11);h12q=round(h12*2^11);  


[h11q h12q]  

ans =

  
   2     3

  
  -2     2

  
 -13    -4

  
 -18   -15

  
  23   -22

  
 131   -15

 
 259     2

  
 318    11

  
 259     2

  
 131   -15

  
  23   -22

  
 -18   -15

  
 -13    -4

  
  -2     2

  
   2     3  

These are plotted in Figure 4, below:


subplot(2,1,1),stem(h11q),subplot(2,1,2),stem(h12q);  
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 Figure 4:  12-bit Quantized Horizontal Coefficients

Step 5:  Extract P = 2 Columns from V
V(:,1:2)  

ans =

  
  0.0036   -0.0590

  
 -0.0032   -0.0366

  
 -0.0245    0.0835

  
 -0.0350    0.3313

  
  0.0433    0.4899

  
  0.2511    0.3310

  
  0.4976   -0.0387

  
  0.6094   -0.2341

  
  0.4976   -0.0387

  
  0.2511    0.3310

  
  0.0433    0.4899

  
 -0.0350    0.3313

  
 -0.0245    0.0835

  
 -0.0032   -0.0366

  
  0.0036   -0.0590  

h21=V(:,1);

h22=V(:,2);

h21q=round(h21*2^11);  
h22q=round(h22*2^11);  

[h21q h22q]  

ans =

  
         7        -121

  
        -7         -75

  
       -50         171

  
       -72         678

  
        89        1003

  
       514         678

  
      1019         -79

  
      1248        -480

  
      1019         -79

  
       514         678

  
        89        1003

  
       -72         678

  
       -50         171

  
        -7         -75

  
         7        -121  

These quantized vertical coefficients are plotted in Figure 5, below:


subplot(2,1,1),stem(h21q),subplot(2,1,2),stem(h22q);  
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Figure 5:  12-bit Quantized Vertical Coefficients

This completes the coefficient design problem.  It is now of interest to examine the architectural configurations necessary for performing the 2D filter operation specified by the kernel of Figure 1 and the coefficient sets of Figures 4 and 5.
LF33xx Family Hardware Configurations


In this section, various architectures for performing generalized 2D convolution filtering employing the LOGIC Devices' LF3310, LF3320, and LF3330, along with their tradeoffs, are explored.  The various architectures are the usual serial cascade, parallel cascade, interleaved, and single device interleaved.

The basic building block for multi-chip architectures capable of handling 15 x 15 kernel sizes consists of one LF3320 device and two LF3330 devices and one external 12 bit line buffer.  This is shown in Figure 6.
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Figure 6:  HV Building Block for 16 x 15 Separable Kernels

Whenever any of the coefficient sets is assymmetric (as can be the case in certain 2D separable kernels - especially for even kernel sizes e.g. 16 x 16), the full hardware of Figure 6 must be deployed.  For symmetric coefficient sets, certain efficiencies are possible with the HV family of devices.  For the general case, however, assymmetry is assumed.  Also, it is important to understand that in the general assymmetric case, coefficients should be loaded in reverse manner (relative to data flow) to properly affect the convolution being performed.  

If bus simplicity is a concern and the full 80 MHz rate is required, the 15 x 15 kernel of Figure 1 can be implemented in two serial cascades of the basic HV building blocks as illustrated in Figure 7.  Numerical concerns can arise when serial cascades are used and so it is important that the full dynamic range of the output of the first stage be available to the second stage via proper use of the RSL (Round, Select, and Limit) circuit present on all LF33xx devices (and so on if more stages are needed).  The reader is referred to the data sheets of individual devices on how to properly set up this subfunction.  The only potential drawback of the system of Figure 7 is that additional latency will occur at the final output.  This could be an issue for some systems.


[image: image8.wmf] 

DIN

11

-

0

 

12

 

16

 

DOUT

15

-

0

 

LF3310

 

LF3310

 


Figure 7:  Serial Cascade for 2nd Order Separable 16 x 15 Kernels

For systems that demand the least latency in the throughput and the greatest possible speed, the parallel cascade can be used.  This is illustrated in Figure 8.  The only special requirement is for proper data alignment into the LF3347 device.
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Figure 8:  Parallel Cascade for 2nd Order Separable 16 x 15 Kernels

Since the LF33xx family of HV filters has the flexibility for interleaving data streams, it may be possible to take advantage of only one building block to implement second order separable kernels up to 16 x 15.  This is possible because up to 16 fully independent streams can run through the block (of which only two streams are needed for second order separable kernels).  The LF3330 can handle interleaved streams with the one caveat that the maximum pixels per line will be cut in half for each doubling of streams.  Also, the rate will obviously be half of full rate for the two stream case.  This implies that 40 MHz is the maximum rate for second order separable kernel filtering streams run as interleaved problems.  The extra hardware required for interleaving so that second order separable kernel filtering can be achieved is displayed in Figure 9.
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Figure 9:  Interleave Operation for 2nd Order Separable 16 x 15 Kernels

Based on the discussion in the last paragraph, smaller assymmetric kernel sizes (maximum of 16 x 8) can be implemented with a single LF3310 in interleaved mode.  Again, for second order separable kernels, the maximum data rate is 40 MHz.  The same external hardware configuration as that shown in Figure 9 applies for this case.

Note it is possible to design coefficient sets for even ordered kernels also.  This produces even symmetric coefficient sets as opposed to odd symmetric coefficient sets as has been designed here.  

Accuracy of Method and Concluding Remarks

The accuracy of the separation method for 2D convolution kernels depends on the order (or degree) of separability and the chosen order with which to represent it, as discussed before.  In a full floating point computational scenario, the accuracy between the two methods (assuming the full rank of the separation is utilized) is at machine precision.  This is demonstrated for the 15 x 15 filter kernel example of Figure 1 in the next few figures.  

Figure 10 shows a 100 x 100 image noise field constructed from a normal distribution.  In Figure 11, the 2D filtered image is shown and in Figure 12, the serial cascade version of  the orthogonal (HV) filtered image is shown.  It can be seen by subtracting the two images of Figures 11 and 12 what the error between the two methods is in the floating point context.  This is displayed in Figure 13.  It is clear upon examination of Figure 13 that the error is at floating point macine precision.  In a fixed point environment, the accuracy will less.  If proper data alignment is used (depending on the method) and rounding is employed, typically, the error will range from ½ a bit to 1 bit in practice.
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Figure 10:  100 x 100 Normally Distributed Noise Field
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Figure 11:  2D FIR Filtered Noise Field with 15 x 15 Kernel
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Figure 12:  2D FIR Filtered Noise Field with Serial HV Filter

[image: image14.wmf]0

50

100

0

50

100

-4

-2

0

2

4

x 10

-16

  

Figure 13:  Error Image Between 2D and HV Filtered Noise Field

Figures 14, 15, and 16 show a gray scale test image, the full 2D filtered image with the 15 x 15 kernel of Figure 1, and an orthogonally (HV) filtered version of the kernel of Figure 1.  The two filtered versions are indistinguishable.  Figure 17 displays the error surface between the two filtered versions of the test image.
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Figure 14:  Gray Scale Test Image
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Figure 15:  2D FIR Filtered Test Image with 15 x 15 Kernel
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Figure 16:  2D FIR Filtered Test Image with Serial HV Filter
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Figure 17:  Error Surface Between 2D FIR and HV FIR for Test Image

In this application note, a brief review of 2D filtering theory was rendered along with the connection to orthogonal filtering using LOGIC Devices' LF33xx family of HV filters.  A specific coefficient set design technique based on the Singular Value Decomposition was also given.  The coefficient sets precipitated by the SVD can be directly quantized and used in any of the HV family of devices.  They are loaded through the LF( interface as described in the various device data sheets.  Various hardware configurations exist which can implement these orthogonal filters, among them, the serial cascade, parallel cascade, and hardware saving interleave operations were described.  Finally, a brief discussion on accuracy was given.  
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